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Introduction
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Neural nets as machine learning algorithm

• NNs can be both supervised and unsupervised algorithms,
depending on flavour:
•
•
•
•

multi-layer perceptron (MLP) – supervised
RNNs, LSTMs – supervised
auto-encoder – unsupervised
self-organising maps – unsupervised

• Today, we will look at supervised training in multi-layer
perceptrons.
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Neural networks: a motivation
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How to recognise digits?

• Rule-based: a ‘1’ is a vertical bar. A ’2’ is a curve to the
right going down towards the left and finishing in a
horizontal line...
• Feature-based: number of curves? of straight lines?
directionality of the lines (horizontal, vertical)?
• Well, that’s not gonna work...
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Learning your own features

• We don’t know what people pay attention to when
recognising digits (which features to use).
• Don’t try to guess. Just let the system decide for you.
• A nice architecture to do this is the neural network:
• Good for learning visual features.
• Also good for learning latent linguistic features (remember
SVD?)
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A simple introduction to neural nets
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Neural nets
• A neural net is a set of interconnected neurons organised
in ‘layers’.
• Typically, we have one input layer, one output layer and a
number of hidden layers in-between:

This is a multi-layer perceptron (MLP).
By Glosser.ca - Own work, Derivative of File:Artificial neural network.svg, CC BY-SA 3.0,
https://commons.wikimedia.org/w/index.php?curid=24913461
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The neural network zoo

Go visit http://www.asimovinstitute.org/neural-network-zoo/ – very cool!
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The artificial neuron

• The output of the neuron (also called ‘node’ or ‘unit’) is
given by:


m
X
a = ϕ
wj xj 

(1)

j=0

where ϕ is the activation function.
• If this output is over a threshold, the neuron ‘fires’.
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Comparison with a biological neuron
• Dendrite: Take input from other neurons (>1000). Acts as
an input vector.
• Soma: The equivalent of the summation function. The
(positive and negative – exciting and inhibiting) ions from
the input signal are mixed in a solution inside the cell.
• Axon: The output, connecting to other neurons. The axon
transmits a signal once the the soma reaches enough
potential.
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A (simplified) example

• Should you bake a cake? It depends on the following
features:
• Wanting to eat cake (0/+1)
• Having a new recipe to try (0/+1)
• Having time to bake (0/+1)

• How much weight should each feature have?
• You like cake. Very much. Weight: 0.8
• You need practice, as become a pastry chef is your
professional plan B. Weight: 0.3
• Baking a cake will take time away from your computational
linguistics project, but you don’t really care. Weight: 0.1
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A (simplified) example

• We’ll ignore ϕ for now, so our equation for the output of the
neuron is:
a=

m
X

wj xj

(2)

j=0

• Assuming you want to eat cake (+1), you have a new
recipe (+1) and you don’t really have time (0), our output is:
0.8 ∗ 1 + 0.3 ∗ 1 + 0.1 ∗ 0 = 1.1
• Let’s say our threshold is 0.5, then the neuron will fire
(output 1). You should definitely bake a cake.
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From threshold to bias

• We can write

Pm

j=0 wj xj

~ · ~x .
as the dot product w

• We usually talk about bias rather than threshold – which is
just a way to move the value to the other side of our
inequality:
~ · ~x > t then 1 (fire) else 0
• if w
~ · ~x − t > 0 then 1 (fire) else 0
• if w

• The bias is a ‘special neuron’ in each layer, with a
connection to all other units in that layer.

14

But hang on...

• Didn’t we say we didn’t want to encode features? Those
inputs look like features...
• Right. In reality, what we will be inputting are not
human-selected features but simply a vectorial
representation of our input.
• Typically, we have one neuron per value in the vector.
• Similarly, we have a vectorial representation of our output
(which could be as simple as a single neuron representing
a binary decision).
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The components of a NN
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The input layer

• This is where you input your data, in vector form.
• You have as many neurons as you have dimensions in your
vector. (I.e. each neuron ‘reads’ one value in the vector.)
• For language, the input might be a word:
• a pre-trained embedding (distributional representation from
e.g. Word2Vec or GloVe);
• a one-hot vector (binary vector with the size of the
vocabulary and one single activated dimension).
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The input layer

• Pre-trained embedding:
[0.3467846, −0.3534564, 0.0000005, 0.4565754, ...]
• One-hot vector:
• The vector has the size of the vocabulary.
• Each position in the vector encodes one word. E.g. 0 for
the, 1 for of, 2 for school, etc...
• A vector [0, 0, 1, 0, 0, 0, 0, ...] says that the word school was
activated.
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The hidden layers

Let’s come back to our digit recognition task, and let’s make it
simpler: we just want to know whether a particular image
shows a 9 or not...
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Recognising a 9

• Let’s assume that the image is a 64 by 64 pixels image
(4096 inputs, with a value between 0 and 1).
• The output layer has just one single neuron: if the neuron
fires, a 9 has been recognised, otherwise not.
• What is the role of the hidden layer?
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The hidden layer

• The hidden layer allows the network to make more
complex decisions.
• Intuition: the first layer processes the input and extracts
some preliminary features, which will themselves be used
by the second layer, etc.
• Setting the parameters of the hidden layer(s) is an art...
For instance, number of neurons.
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The hidden layer: example
• A hidden layer neuron might learn to recognise a particular
element of an image:

• By learning which elements are relevant to recognising
numbers in the hidden layer, the network can produce a
system which, given an input image, identifies the relevant
‘features’ (whatever those should be) and maps certain
combinations to a particular digit.
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Functions for output layer

• Which function we will choose for the output depends on
the task at hand. Generally:
• A linear function for regression.
• A softmax for classification into a single class.
• A sigmoid for classification into several possible classes.
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Linear output
• Even a single neuron with linear activation is performing
regression.
P

m
• With ϕ linear, a = ϕ
w
x
j=0 j j is the equation of a
hyperplane...

• Example: ϕ(x) = 3x.
P
a = ϕ( m
j=0 wj xj ) = 3(w1 x1 + w2 x2 + w3 x3 )
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Softmax output
• Softmax is normally used for classification.
• It takes an input vector and transforms it to have values
adding to 1 (in effect ‘squashing’ the vector).
• Because it returns a distribution adding to 1, it can be
taken as the simulation of a probability distribution.
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Sigmoid output

• A sigmoid is used for classification when an input can be
classified into several classes.
• For each class, the sigmoid is producing a yes/no
activation.
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Differences between softmax and sigmoid

• With softmax, the input
with the highest value will
have the highest output
value.

• With a sigmoid, inputs with
high input values generally
have high output values.
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Wrapping it up...
• In papers, you will find descriptions of networks as a set of
equations:
z1 = xW1 + b1
a1 = tanh(z1 )
z2 = a1 W2 + b2
a2 = ŷ = softmax(z2 )
• zi is the input of layer i and ai is the output of layer i after
the specified activation.
• Here, a2 is our output layer, giving our predictions ŷ .
• W1 , b1 , W2 , b2 are parameters to learn.
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Wrapping it up...

• We can think of W1 and W2 as matrices transforming data
between layers of the network.
• If we use 500 nodes for our hidden layer then W1 ∈ R2×500 ,
b1 ∈ R500 , W2 ∈ R500×2 , b2 ∈ R2 .
• Each cell in the matrix corresponds to a weight for a
connection from one neuron to another.
• So the larger the size of the hidden layers, the more
parameters we have to learn.
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How does learning work?
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Overview

• Our learning process, as in any other supervised learning
algorithm, takes three steps:
• Given a training input x, compute the output via function
F (x).
• Check the predicted output ŷ against the gold standard y
and compute error E.
• Correct the parameters of F to minimise E.

• Repeat for all training instances!
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Overview

• In NNs, this process is associated with three notions:
• Forward propagation (computing the prediction ŷ given the
input x).
• Gradient descent (to find the minimum of the error
function), to be performed in combination with...
• Back propagation (making sure we correct parameters at
each layer of the network).
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Forward propagation
• The forward propagation function computes the activation
a = ϕ(zj ) for each node j in the network, where
X
xi wij
zj =
i

• xi is the output of node i. zj is the input to node j. wij is the
weight connecting i and j.
• Outputs are calculated layer by layer.
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Revision: the gradient descent algorithm

We want to minimise an error function. For e.g. a linear
regression problem:
E=

N
N
1 X
1 X
(ŷi − yi )2 =
(θ0 + θ1 xi − yi )2
2N
2N
i=1

i=1

E is a function of θ0 and θ1 .
P
It is calculated over all training examples in our data (see ).
How do we find its minimum min E(θ0 , θ1 )?
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Gradient descent

In order to find min E(θ0 , θ1 ), we will randomly initialise our θ0
and θ1 and then ‘move’ them in what we think is the right
direction to find the bottom of the plot.
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What is the right direction?

To take each step towards our minimum, we are going to
update θ0 and θ1 according to the following equation:
θj := θj − α

δ
δθj E(θ0 , θ1 )

δ
E(θ0 , θ1 )
δθj

α is called the learning rate.
is the derivative of E for a particular value of θ.

(j in the equation simply refers to either 0 or 1, depending on which θ we are updating.)
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What does the derivative do?

• Imagine plotting just one θ,
e.g. θ0 , against the error
function.
• We have initialised θ0 to
some value on the
horizontal axis.
• We now want to know
whether to increase or
decrease its value to make
the error smaller.
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What does the derivative do?

• The derivative of E at θ0
tells us how steep the
function curve is at this
point, and whether it goes
‘up or down’.
• Effect of positive derivative
D+ on the θ0 update:
θ0 := θ0 − αD+
θ0 decreases!
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What does the learning rate do?

• α multiplies the value of
the derivative, so the
bigger it is, the bigger the
update to θ:
θj := θj − α

δ
E(θ0 , θ1 )
δθj

• A too small α will result in
slow learning.
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What does the learning rate do?

• α multiplies the value of
the derivative, so the
bigger it is, the bigger the
update to θ:
θj := θj − α

δ
E(θ0 , θ1 )
δθj

• A too large α may result in
not learning.
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Gradient descent: summary

• The gradient descent algorithm finds the parameters θ of
the function so that prediction errors are minimised with
respect to the training instances.
• We do repeated updates of both θ0 and θ1 over our training
data, until we converge (i.e. the error does not go down
anymore).
• The final θ values after seeing all the training data should
be the best possible ones.

40

Objective functions

• In our gradient descent example, we have an error
function, the mean squared error (MSE), which we want to
minimise.
• More generally, we can talk of an objective function of the
learning algorithm. The objective calculates how far the
predictions are from the ‘real’ values.
• Sometimes, we may also want to maximise some
probability instead of minimising an error (e.g. Word2Vec).
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Errors and activation functions
• Let’s compute the error for a single input to a single
neuron, with a sigmoid activation function.

• The horizontal axis is the input to the node zj = xi × wij .
The vertical axis is the output aj = σ(zj ), after application
of the activation function.
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Errors and activation functions
• So far, we have looked at the mean squared error (MSE)
function:
N
1 X
E=
(ŷ − y )2
2n
i=1

• Assuming a sigmoid activation ŷ = a = σ(z) we get the
following derivative with respect to each weight w:
dE
= (ŷ − y )σ 0 (z)x
dw
• So the derivative of the error is dependent on the derivative
σ 0 (z) of the activation function. Are there error functions
with nicer derivatives?
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Errors and activation functions

• A popular choice for NNs is the cross-entropy function.
• For one particular neuron, the cross-entropy error is:
E =−

1X
[y ln a + (1 − y ) ln(1 − a)]
n x

• For the sigmoid, this function’s derivative simplifies to:
dE
1X
=
x(σ(z) − y )
dw
n x
• So here, we don’t have to compute the derivative of σ(z)!
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Backpropagation: calculating deltas

• We can’t calculate the error of nodes in hidden layers,
because we don’t know their ‘gold’ output.
• Instead, we will backpropagate the error we obtained in the
last layer, using the same principle as for forward
propagation.
• Think of back propagation as going through the network
‘the other way round’. Now our input is the
derivative/gradient (also referred to as ‘delta’) of the error
in each neuron of the output layer. We are going to
propagate that delta back into the network.
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Backpropagation

• Intuition: if the error gradient
δ in output unit o1 is large,
and most of its activation
comes from h1 , then h1
should also have a large
error.
P
δh1 = i δoi wh1 oi .
• Compare with forward
propagation:
zj =

X

xi wij

i
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Backpropagation: updating weights

• Once we know the δ terms for all units, we can make small
adjustments to their weights, as per gradient descent.
• This is how every connection between every pair of nodes
gets re-weighted.
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Activation functions
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Activation functions

• The activation function ‘decides’ whether a unit (neuron) is
going to fire or not.
• Different shapes of activations have different properties.
• Let’s try and think what a good activation function might be.
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Step function

• The simplest possible activation function (the one from the
cake-baking example):
• if the input to the neuron is > t, fire and output +1,
• otherwise output 0.

• Problem: we often need a setup where activations can be
compared (did this neuron fire ‘more’ than that one?)
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Linear function

• The next best thing seems to be a linear function: when
the input to the neuron increases, the output increases or
decreases accordingly.
• Problem 1: a line has equation y = ax + b. Its derivative is
constant. This does not play well with gradient descent.
• Problem 2: a linear function can have an infinite activation!
• Problem 3: with several hidden layers, the output of each
layer to the next is always linear, so the final output is also
linear. We might as well have just one layer:
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Linear function
• Example: let’s assume we have two layers, L1 and L2.
• Let’s observe the activation of two randomly connected
neurons n1 and n2 in L1 and L2:
• n1 : y1 = 5x1 + 2
• n2 : y2 = −3x2

• If we input x1 = 1 into n1 , we get as output 5 ∗ 1 + 2 = 7.
• If we input this result (7) into n2 , we get −3 ∗ 7 = −21.
• This is equivalent to saying that the output of n2 (if only
connected to n1 ) is
y2 = −3(5x1 + 2) = −15x1 + 2
• This is a linear equation.
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Sigmoid

• Sigmoid: y =

1
1+e−x

• The sigmoid is not linear, so a
combination of several layers
makes sense.
• It gives more varied output
than the simple 0/1 of the
step function.
• The output does not go to
infinity. It is in the range
[0 − 1].
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Sigmoid
• The sigmoid is a widely used function, but it has one
problem.
• The gradient of that function is very small for both large
negative and large positive values.
• Training will be very slow if using e.g. an MSE error (see
slide 43). The problem is known as vanishing gradient.

54

Tanh

• Tanh: y =
sigmoid).

2
1+e−2x

− 1 (scaled

• The gradient is steeper than
in the sigmoid.
• Vanishing gradient problem
here too.
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Rectified linear function (ReLu)

• ReLu: f (x) = max(0, x)
(simple non-linearity).
• The gradient of the rectified
linear function is 1 for all
positive values and 0 for
negative values.
• The higher the gradient, the
quicker the network trains. A
gradient of 1 ensures fast
training.

https://www.learnopencv.com/understanding-activationfunctions-in-deep-learning/
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Rectified linear function (ReLu)

• Problem 1: ReLu goes to
infinity, like the purely linear
function.
• Problem 2: for inputs < 0, the
gradient is 0. The neurons
that get in that state will stop
responding to training: the
dying ReLu problem.

https://www.learnopencv.com/understanding-activationfunctions-in-deep-learning/

• Solution to dying ReLu: the
leaky ReLu.
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Activation functions and derivatives

• A computationally useful property of sigmoid and tanh
functions is that their derivatives can be computed using
the value from the original function:
• The derivative of the sigmoid σ(x) is σ(x)(1 − σ(x)).
• The derivative of tanh x is 1 − tanh2 x.

• So when needed, we can compute the value once in
forward propagation and re-use it later to calculate the
derivative in back-propagation.
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Training and optimisation
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Problems with gradient descent

• Gradient descent is sensitive to initialisation and to the
order of the data.
• It is hard to choose an appropriate learning rate, not too
slow and not too fast.
• We have one learning rate but many parameters (neurons)
to update. It may not be right to update them all at the
same rate at the same time.
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Epochs

• Typically, a neural net sees the training data several times,
randomly shuffled.
• Each loop through the training set is called an epoch.
• Shuffling ensures that the training points are seen in a
different order at each epoch.
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Learning rate schedules

• Ideally, as the system is learning, it should come closer to
convergence.
• In order not to miss the error minimum, we could slowly
decrease the learning rate.
• Learning rate schedules:
• time-based decay: the learning rate decreases by a factor
at each epoch;
• step-decay: only decrease every few epochs;
• exponential decay: exponentially decrease at each epoch.

• But the learning rate schedule is yet another
hyperparameter to choose!
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Optimisers

• Momentum: train faster on directions that have consistent
gradient;
• Adagrad / Adadelta / Adam... : per-parameter adaptive
learning rate. We keep higher learning rates for parameters
which are less often updated (useful for sparse data).
• An additional advantage of the adaptive LR methods is that
the learning rate does not have to be tuned manually.
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Dropout

• Adding dropout to a network ensures better generalisation.
• Randomly ‘shut down’ some units, so that their activation
does not propagate to the next layer.
• This avoids the case where some units become too
important for the network, possibly creating biases.
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