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Introduction
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Reinforcement learning: intuition

• Reinforcement learning: like learning to ride a bicycle.
Feedback signal from the environment tells you whether
you’re doing it right (’Ouch, I fell’ vs ’Wow, I’m going fast!’)
• Learning problem: exploring an environment and taking
actions while maximising rewards and minimising
penalties.
• The maximum cumulative reward corresponds to
performing the best action given a particular state, at any
point in time.
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The environment

• Often, RL is demonstrated in a game-like scenario: it is the
most natural way to understand the notion of an agent
exploring the world and taking actions.
• However, many tasks can be conceived as exploring an
environment – the environment might simply be a decision
space.
• The notion of agent is common to all scenarios:
sometimes, it really is something human-like (like a player
in a game); sometimes, it simply refers to a broad decision
process.
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RL in games

A RL agent playing Doom.
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RL in linguistics

Agents learning a language all by themselves! Lazaridou et al (2017) – This week’s reading!
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What makes a task a Reinforcement Learning task?

• Different actions yield different rewards.
• Rewards may be delayed over time. There may be no right
or wrong at time t.
• Rewards are conditional on the state of the environment.
An action that led to a reward in the past may not do so
again.
• We don’t know how the world works (different from AI
planning!)
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Reinforcement learning in the brain

https://galton.uchicago.edu/ nbrunel/teaching/fall2015/63-reinforcement.pdf
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Markov decision processes
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Markov chain

• A Markov chain models a
sequence of possible
events, where the
probability of an event
depends on the state of
the previous event.
• Assumption: we can
predict the future with only
partial knowledge of the
past (remember n-gram
language models!)

By Joxemai4 - Own work, CC BY-SA 3.0,
https://commons.wikimedia.org/w/index.php?curid=10284158
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Markov Decision Processes

A Markov Decision Process (MDP) is an extension of a Markov
chain, where we have the notions of actions and rewards.
If there is only one action to take and the rewards are all the
same, the MDP is a Markov chain.
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Markov decision process
• MDPs let us model decision
making.
• At each time t, the process is
in some state s and an agent
can take a action a available
from s.
• The process responds by
moving to a new state with
some probability, and giving
the agent a positive or
negative reward r .
• So when the agent takes an
action, it cannot be sure of
the result of that action.

By waldoalvarez - Own work, CC BY-SA 4.0,
https://commons.wikimedia.org/w/index.php?curid=59364518
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Components of an MDP

• S is a finite set of states.
• A is a finite set of actions. We’ll define As as the actions
that can be taken in state s.
• Pa (s, s0 ) is the probability that taking action a will take us
from state s to state s0 .
• Ra (s, s0 ) is the immediate reward received when going
from state s to state s0 , having performed action a.
• γ is a discount factor which models our certainty about
future vs imminent rewards (more on this later!)
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The policy function

• A policy is a function π(s) that tells the agent which action
to take when in state s: a strategy.
• There is an optimal π, a strategy that maximises the
expected cumulative reward.
• Let’s fist look at the notion of cumulative reward.
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Discounting the cumulative reward
• Let’s say we know about the future, we can write our
expected reward at time t as a sum of rewards over all
future time steps:
Gt = Rt+1 + Rt+2 + ... + Rt+n =

∞
X

Rt+k +1

k =0

• But this assumes that rewards far in the future are as
valuable as immediate rewards. This may not be realistic.
(Do you want an ice cream now or in ten years?)
• So we discount the rewards by a factor γ:
Gt =

∞
X

γ k Rt+k +1

k =0
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Discounting the cumulative reward

• γ is called the discounting factor.
• Let’s say the agent expects partial rewards 1, and let’s see
how those rewards decrease over time as an effect of γ:
γ=0
γ = 0.5
γ=1

t1
1
1
1

t2
0
0.5
1

t3
0
0.25
1

t4
0
0.125
1

• So if γ = 0, the agent only cares about the next reward. If
γ = 1, it thinks all rewards are equally important, even the
ones it will get in 10 years...
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Expected cumulative reward
• Let’s now move to the uncertain world of our MDP, where
rewards depend on actions and how the process will react
to actions.
• Given infinite time steps, the expected cumulative reward
is given by:
+∞
X
E[
γ t Rat (st , st+1 )]

given at = π(st ).

t=0
This is the expected sum of rewards given that the agent chooses to move from state st to state st+1 with
action at following policy π.

• Note that the expected reward is dependent on the policy
of the agent.
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Expected cumulative reward

• The agent is trying to maximise rewards over time.
• Imagine a video game where you have some magical
weapon that ‘recharges’ over time to reach a maximum.
You can either:
• shoot continuously and kill lots of tiny enemies (+1 for each
enemy);
• wait until your weapon has recharged and kill a boss in a
mighty fireball (+10000 in one go).

• What would you choose?
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Cumulative rewards and child development

• Maximising a cumulative reward does not necessarily
correspond to maximising instant rewards!
• See also delay of gratification in psychology (e.g. Mischel
et al, 1989): children must learn to postpone gratification
and develop self-control.
• Postponing immediate rewards is important to develop
mental health and a good understanding of social
behaviour.
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How to find a policy?

• Let’s assume we know:
• a state transition function P, telling us the probability to
move from one state to another;
• a reward function R, which tells us what reward we get
when transitioning from state s to state s0 through action a.

• Then we can calculate an optimal policy π by iterating over
the policy function and a value function (see next slide).
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The policy and value functions
• The optimal policy function in state s:
)
(
X

Pa (s, s0 ) Ra (s, s0 ) + γV (s0 )
π ∗ (s) := argmax
a

s0

returns action a for which the rewards and expected rewards over states s0 ,
weighted by the probability to end up in state s0 given a, are highest.

• The value function:
X

V (s) :=
Pπ(s) (s, s0 ) Rπ(s) (s, s0 ) + γV (s0 )
s0

•

returns a prediction of future rewards given that policy π was selected in state s.
+∞
P t
This is equivalent to E[
γ Rat (st , st+1 )] (see slide 17) for
t=0

the particular action chosen by the policy.
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More on the value function

• A value function, given a particular policy π, estimates how
good it is to be in a given state (or to perform a given
action in a given state).
• Note that some states are more valuable than others: they
are more likely to bring us towards an overall positive
result.
• Also, some states are not necessarily rewarding but are
necessary to achieve a future reward (‘long-term’
planning).
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The value function
Example: racing from start to goal. We want to learn that the states around the pits (in
red) are not particularly valuable (dangerous!) Also that the states that lead us quickly
towards the goal are more valuable (in green).

https://devblogs.nvidia.com/deep-learning-nutshell-reinforcement-learning/
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Value iteration
• The optimal policy and value functions are dependent on
each other:
π ∗ (s) := argmax

X

a

V (s) :=

X


Pa (s, s0 ) Ra (s, s0 ) + γV (s0 )

s0


Pπ(s) (s, s0 ) Rπ(s) (s, s0 ) + γV (s0 )

s0
π ∗ (s) returns the best possible action a while in s. V (s) gives a prediction of cumulative reward from s
given policy π.

• It is possible to show that those two equations can be
combined into a step update function for V :
X
Vk +1 (s) = max
Pa (s, s0 )[Ra (s, s0 ) + γVk (s0 )]
a

s0

V (s) at iteration k + 1 is the max cumulative reward across all possible actions a, computed using V (s0 ) at
previous iteration k .

• This is called value iteration and is just one way to learn
the value / policy functions.
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Moving to reinforcement learning

Reinforcement learning is an extension of Markov Decision
Processes where the transition probabilities / rewards are
unknown.
The only way to know how the environment will change in
response to an action / what reward we will get is...
to try things out!
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From MDPs to Reinforcement Learning
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The environment

• An MDP is like having a detailed map of some place,
showing all possible routes, their difficulties (is it a highway
or some dirt track your car might get stuck in?), and the
nice places you can get to (restaurants, beaches, etc).
• In contrast, in RL, we don’t have the map. We don’t know
which roads there are, what condition they are in right now,
and where the good restaurants are. We don’t know either
whether there are other agents that may be changing the
environment as we explore it.
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States, actions and rewards

• Let’s imagine an agent going through an artificial world in a
game.
• Each new time step in the game (e.g. a new frame in a
video game, or a turn in a board game) corresponds to a
state of the environment.
• Given a state, the agent can take an action (shoot, move
right, pick up a card, etc). The environment then moves to
a new state that the agent can observe.
• Given a state and a taken action, the agent may receive a
positive or negative reward.
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Model-based RL

• In RL, we don’t know what the environment will do next. So
we don’t have an entire picture of the world in memory.
• One way to solve this problem is to try and get back to the
situation of having an MDP.
• To do this, we’ll build a model which predicts:
• the next state s0 .
• the next immediate reward.

• This is model-based RL.
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Model-based RL

• We learn an approximate model based on experiences and
solve it as if it were correct:
• for each state s, try some actions and record new state s0 ;
• normalise over trials and build approximate transition
space;
• same for rewards.

• Do value iteration to solve the MDP.
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Model-based RL

T̂ (s, a, s0 ) = Pa (s, s0 ) is the probability to end up in state s0 , having taken action a from s.
R̂(s, a, s0 ) = Ra (s, s0 ) is the average reward received when taking action a and going from s to s0 .
Plug into value iteration:Vk +1 (s) = max
a

X

0

0

0

Pa (s, s )[Ra (s, s ) + γVk (s )]

s0

(Example: Dan Klein - https://www.youtube.com/watch?v=w33Lplx49_A)
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Model-based vs model-free RL

• Say we have the task to drive home
from work on a Friday evening.
• Model-based RL is like having an
annotated map of the route, with
probabilities and outcomes of certain
decisions.
• Model-free RL just tells us what to do
when in a certain state. It caches
state values.
Dayan & Niv (2008)
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Direct evaluation

• In direct evaluation, the agent goes through a number of
episodes, each time following a different policy.
• Having gone through all episodes, it computes values for
all states, as an average of its observations.
• That is, we are directly estimating the value of a state V (s)
by replacing the probabilistic information with an estimate
from sampling. Direct evaluation is model-free.
X

V (s) :=
Pπ(s) (s, s0 ) Rπ(s) (s, s0 ) + γV (s0 )
s0
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Direct evaluation

• In direct evaluation, the agent goes through a number of
episodes, each time following a different policy.
• Having gone through all episodes, it computes values for
all states, as an average of its observations.
• That is, we are directly estimating the value of a state V (s)
by replacing the probabilistic information with an estimate
from sampling. Direct evaluation is model-free.
V (s) :=


1 X
Rπ(s) (s, s0 ) + γV (s0 )
0
|s | 0
s
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Direct evaluation

Value associated with state C in example below:
(−1+10)+(−1+10)+(−1+10)+(−1−10)
4

=

16
4

=4

Example: Dan Klein - https://www.youtube.com/watch?v=w33Lplx49_A
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Direct evaluation

• NB: we just summed over rewards, not over products of
probabilities and values. It is the same thing!
• Suppose the agent took some action and 80 times, it got a
cookie, 20 times it got 3 cookies. The probability of transitioning
to the 1-cookie state is 0.8 and the probability of transitioning to
the 3-cookie state is 0.2. So V (s) = 0.8 ∗ 1 + 0.2 ∗ 3 = 1.4
(ignoring the value of the new state).
• We could also simply say that out of 100 samples, the agent got
1 cookie 80 times and 3 cookies 20 times. So
V (s) = 80∗1+20∗3
= 1.4
100
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The inefficiency of direct evaluation

• Note that state E and B on slide 34 have very different
values, even though they both go to C.
• This is because our sampling happened to lead us to A
when we started from E. Bad luck.
• To get good estimate, we would need to sample many
more episodes. This is inefficient. It is also not particularly
incremental.
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Can we learn on the go?

• If we do incremental learning, note that we don’t actually
have the possibility to ‘replay’ a particular action.
• That is, we can’t average over observed experiences and
so, we can’t estimate the probability of going from one
state to another. (Either we fell into a pit or we got a
cookie. We can’t go back in time.)
• In effect, we only get one sample per action. What can we
do with one sample?
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Temporal Difference Learning (TDL)

• In TDL, we assume the agent can learn from the
experience it is having, without knowing about the future.
• We rewrite the value function as follows:
V (s) := V (s) + α[R(s, s0 ) + γV (s0 ) − V (s)]
• We now have a learning rate α which tells us how much to
increment the current state’s value as a function of what
we are experiencing.
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Temporal Difference Learning (TDL)

We are in B. π tells us to go East to C. We get a reward −2. Then the new value for B
is: 0 + α[−2 + γ ∗ 0 − 0] = −1.

Example: Dan Klein - https://www.youtube.com/watch?v=w33Lplx49_A
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Temporal Difference Learning (TDL)

We are now in C. π tells us to go East to D. We get a reward −2. Then the new value
for C is: 0 + α[−2 + γ ∗ 8 − 0] = 3.

Example: Dan Klein - https://www.youtube.com/watch?v=w33Lplx49_A
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The Monte Carlo approach

• Alternative: we can go through the same process but
updating all the rewards for each episode, rather than for
each time step. This is the Monte Carlo approach.
• TDL: V (s) := V (s) + α[R(s, s0 ) + γV (s0 ) − V (s)]
• Monte Carlo: V (s) := V (s) + α[Gt − V (s)]
where Gt is the cumulative reward at the end of the
episode.
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Passive vs active RL

• Passive RL is when the agent does not have a choice of
which actions to take.
• The agent goes through the environment following actions
that it is instructed to take. It is evaluating a particular
policy function.
• For each state, it observes what happens: which values
can it associate with that state?
• So what if we want to actually learn the policy? Let’s move
to active RL...
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Active Reinforcement Learning: Q-learning
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Intuition

• In RL, since we don’t know state transition probabilities nor
reward probabilities, we have to explore the environment to
learn all state-action pairs.
• Q-learning is active RL (Q is for quality ). The new setup is
as follows:
• The agent doesn’t know the transition probabilities.
• The agent doesn’t know the rewards.
• The agent is not following a policy but making decisions on
its own.
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Exploitation / exploration trade-off

• The agent now has the freedom to make choices.
• Exploration emphasises building a model of the
environment.
• Exploitation emphasises getting rewards given what is
already known about the environment.
• Good exploitation relies on good enough exploration, but
exploration does not have to be perfect to yield optimal
rewards.
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The Q-table

• A Q-table shows the maximum expected future reward for
each action at each state.
• Assuming a game with four possible actions (going left,
right, up or down).
• For each state in the game, we have 4 expected future
rewards corresponding to the 4 possible actions.
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Learning the Q table

• A Q-function is a function that takes a state s and an action
a, and returns the expected future rewards of a given s.
• Note the difference between V- and Q-functions:
• Vπ (s) = expected value of following π from state s.
• Qπ (s, a) = expected value of first doing a in s and then
following π.

• As the agent explores the environment, the Q-table is
progressively updated to refine its values.
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The general algorithm

• Q-table initialisation.
• For the time of learning (or forever...)
1. Choose an action a available from current state s, taking
into account current Q-value estimates.
2. Take action a and observe new state s0 , as well as reward
R.
3. Update the Q-table using the Bellman equation:
Q(s, a) := Q(s, a) + α[R(s, s0 ) + γ max
Q(s0 , a0 ) − Q(s, a)]
0
a

• Note: the Q-update is very much like value iteration with
TDL, but on Q values.
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Initialisation

• A Q table is initialised with
m columns, corresponding
to the number of actions,
and n rows, corresponding
to the number of states.
• All values are set to 0 at
the beginning.
https://medium.freecodecamp.org/diving-deeper-intoreinforcement-learning-with-q-learning-c18d0db58efe
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How to choose an action?

• At the beginning, all Q values are 0, so which action should
we take?
• There isn’t much to exploit yet, so we’ll do exploration
instead. The trade-off between exploitation and exploration
is set via an exploration rate . At initialisation stage,  will
have maximum value.
• For each time step, we generate a random number rn. If
rn > , do exploitation, otherwise do exploration.
•  will decrease over time to give more space to exploitation.
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Example

See example of Q-table learning at
https://medium.freecodecamp.org/diving-deeper-into-reinforcement-learning-with-q-learning-c18d0db58efe

51

Deep Q-learning
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The limitations of Q-tables

• The problem of Q-tables is that they are only manageable
for a limited set of states and actions.
• Imagine an agent learning to play a computer game. There
will be thousands of states and actions reachable
throughout the game.
• A Q-table is not viable for such a large environment.
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NNs as Q-tables
• We are going to approximate the Q-table with a neural
network:
• input: a state
• output: Q values for different possible actions

https://medium.freecodecamp.org/an-introduction-to-deep-q-learning-lets-play-doom-54d02d8017d8

54

The objective function

• Now, instead of updating the Q values, we are updating the
weights in the NN.
• We are going to implement a loss function in terms of
desired behaviour of the Q-table:
loss = ((r + γ max
Q(s0 , a0 )) − Q̂(s, a))2
0
a

• That is, our loss is the difference between our Q target and
the one predicted by the neural network.
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Adding some memory

• One issue is that in a long game, the NN will forget what it
has learnt in the past.
• One way to deal with this is memory replay: we keep a
buffer of experiences which we sometimes randomly
‘replay’ to the network.
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The practical...
Solving the frozen lake puzzle.

https://github.com/simoninithomas/Deep_reinforcement_learning_Course/
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